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Big Picture: The Course Story

Lec 1–2 : Inductive definitions and structural induction
Lec 3–4 : OCaml, recursion, and higher-order functions
Lec 5–9 : Design and implementation of small languages

Lec 10–16 : Type systems and automatic type inference
Lec 17 : Lambda calculus as the core of programming languages

Main View
A programming language is a system that combines syntax, semantics,
implementation, types, and a model of computation. PL theory gives us the
vocabulary for specifying and validating that system precisely.
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Lec 1–2: Inductive Definitions and Proofs

Induction defines infinite objects using finite rules.

Natural numbers, lists, trees, expressions, and logical formulas can all be
described by small generation rules.

Structural induction proves properties by following the shape of the object:
base cases first, recursive cases using induction hypotheses.

Syntax, evaluation rules, typing rules, and soundness proofs all use this
pattern.
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Lec 3–4: OCaml and Functional Thinking

An OCaml program is essentially an expression.

Recursion is the programming form of an inductive definition.

let rec length xs =

match xs with

| [] -> 0

| _ :: tl -> 1 + length tl

Pattern matching, algebraic data types, and type inference make core PL
ideas visible in everyday code.

Higher-order functions treat functions as values and capture common
patterns such as map and fold.
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Lec 5: The Let Language

Our first toy language has numbers, variables, arithmetic, conditionals, and
let.

E → n | x | E + E | E − E | iszero E
| if E then E else E | let x = E in E

The key semantic components are:

I values: results of computation
I environment ρ: variable names to values
I evaluation relation: ρ ` E ⇒ v

An interpreter directly implements the evaluation rules.
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Lec 6–7: Procedures, Scope, and Names

Adding proc and application introduces functions as values.

E → · · · | proc x E | E E

Static scoping stores the environment where the function was created:

〈x,E, ρ〉

Dynamic scoping uses the caller’s environment; modern languages usually
choose static scoping.

letrec handles recursion by putting the recursive procedure in its own
environment.

Variable names can be compiled away into lexical addresses:

let x = 3 in let f = proc y (x− y) in (f 1)
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Lec 8–9: State, References, and Memory

State requires a distinction between variables, locations, and the store.

ρ : Var → Loc σ : Loc → Val

Explicit references add allocation, dereference, and update:

ref E, !E, E1 := E2

State introduces aliasing, which makes reasoning about code behaviors
difficult.

Records and pointers require memory management.

I Manual management: programmers explicitly free memory.
I Garbage collection: the runtime reclaims unreachable values.

Perfect automatic memory management is undecidable; GC is safe but may
be conservative.
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Lec 10–12: Type Systems and Type Checking

A type system is a static analysis that rejects many errors before execution.

Type systems are usually sound but incomplete.

I Sound: a well-typed program avoids certain runtime errors.
I Incomplete: some safe programs may still be rejected.

A type environment Γ maps variables to types, and typing judgments have
the form Γ ` E : T .

Some typing rules:

Γ ` E1 : int Γ ` E2 : int

Γ ` E1 + E2 : int

Γ[x 7→ T1] ` E : T2

Γ ` proc x E : T1 → T2

A type checker is a recursive algorithm implementing these rules.
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Lec 13–15: Automatic Type Inference and Unification

Automatic type inference discovers types from how expressions are used.
The basic strategy:

1 Generate type equations.
2 Solve them by unification.

Example: in proc f (proc x ((f 3)− (f x))), f is applied to both 3 and
x, forcing x : int.

Unification finds the most general solution.

α = int→ β, α = γ → bool

This yields γ = int and β = bool; the occurs check prevents infinite types.
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Lec 16: Let-Polymorphism

Let-polymorphism lets one definition be used at multiple types.

let id = proc x x in (id 3, id true)

Generalize at let; instantiate with fresh type variables at each use.

id : ∀α. α→ α

ML-style type inference is built on this idea.
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Lec 17: Lambda Calculus

Lambda calculus is a minimal core of programming languages.

e→ x | λx.e | e e

Features such as let, conditionals, pairs, natural numbers, and recursion
can be explained as syntactic sugar or encodings.

Evaluation proceeds by function application and substitution:

(λx.e) v → e[v/x]

Evaluation strategy matters: normal order, call-by-name, call-by-value.

The Church-Turing thesis connects lambda calculus, Turing machines, and
programming languages.
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One-Slide Summary: What PL Theory Gives Us

1 Definition: state syntax and semantics without ambiguity.

2 Implementation: turn evaluation rules into interpreters and compiler
structures.

3 Reasoning: prove properties of languages and analyses by induction.

4 Safety: reduce runtime errors with type systems and static analysis.

5 Limits: understand why undecidability prevents perfect automation.

Core Takeaway

Studying programming languages means going beyond “the code runs” to ask
why it runs that way and what can be guaranteed before execution.
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Why PL Theory Matters in the LLM Era

LLMs can generate code quickly, but correctness is a separate question.

PL theory helps us review generated code more effectively.

I Understanding scope and closures help us find subtle variable-capture
bugs.

I Understanding state and aliasing help us track side effects in mutable
code.

I Types and static analysis turn compiler errors into logical constraints.
I Undecidability clarifies what tools and AI can or cannot guarantee.

Practical Conclusion
As LLMs write more code, the human role shifts from “author” toward “designer
who judges meaning, invariants, types, and safety.”
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